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“A place for everything, and everything

in its place”
- Benjamin Franklin

One of the fundamental challenges of big data is figuring out what to do with it: how long to keep it,
where it should go, how it should be structured. A cloud data platform should aim to do this with simple

elegance—to provide a place for everything, so everything has its place.

But there is another challenge, too—how to pay for all that data. To answer this question, decision makers
and engineers are often forced to discard data or keep it in cold storage where it's not readily accessible.
For businesses that are locked into vendors that are too costly, there is no longer a place for everything,

and too much datais not in its right place.

To ensure that your business can keep and process all of its data, and to handle the
ever-increasing amounts of data you are sure to generate in the coming years, a data
platform needs to offer the following features:

¢ Long-term dataretention in hot storage: Teams need full access and low latency
queries to all their data, whether it's a minute or a year old. Long-term access to data is
important for Al use cases, understanding patterns in data such as user behavior over
time and malicious attempts, and pulling actionable insights from what would otherwise

be dark (inaccessible) data.

¢ Real-time streaming and analytics: A platform must be able to support real-time data

ingestion at scale for fast incident remediation and analysis.

e Scalability: The platform must be able to scale up to handle high volumes of data while

also providing flexible, pay-as-you-go storage.

o Cost-effective data at scale: Cloud platforms must provide consistent high
performance while also ensuring that compute and storage remain cost-effective

at scale.
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High performance and cost-effective even at scale? This is the biggest challenge of all, and simply isn’'t
possible with many traditional data platforms that rely on local storage, SSDs, and other compute and
storage technologies that are expensive and challenging to scale. Even many modern data platforms,

especially those that rely on in-memory data storage, are struggling to manage costs.

Hydrolix is a cloud data platform that maximizes the benefits of cost-effective,

highly scalable object storage to provide these benefits.
OVERVIEW In this whitepaper, you’ll learn about:

e The challenges of log data at scale

e How cloud platforms must embrace the strengths and pushes the limits of

object storage

You'll also learn how Hydrolix:

¢ Ingests and transforms real-time data at scale
e Uses a merge service to improve performance and handle late-arriving data

o Uses techniques like parallelism and predicate pushdown for low-latency queries

on big data sets
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INTRODUCTION

The Challenges of Log Data at Scale

Are you dealing with an overwhelming volume of logs? If so, you're not alone. According to a survey of
DevOps and SRE professionals, log data has grown 5x over the past three years on average.! Even more
astounding, nearly a quarter of respondents (22%) from the same survey experienced a growth rate of
10x or higher. That number will only continue to grow with the popularity of microservices architecture,
cloud-native technologies that dynamically scale hosts and resources, and the advent of data-hungry

Al applications.

The high volume of logs is leading to runaway costs for many platforms along with the enterprises that

use them. The issue is not just the sheer amount of logs—it’s the demand for highly-performant real-time
analytics across a wide range of use cases, from observability and security to AdTech and Al modeling. To
offer this real-time performance, many solutions use in-memory databases or SSD-backed block storage,

which can be prohibitively expensive at terabyte scale.

And that is the crux of the problem—we’re entering an age where most enterprises are dealing with data at
terabyte scale and beyond. In 2010, two zettabytes of data were generated worldwide, while in 2025, that

number is projected to be 181 zettabytes.?

The huge increase in data, along with the high cost of many performance-focused data solutions, has

led to a dilemma for both enterprises and the platforms that power them. Decision makers, engineers,
and ops teams are forced to decide between accepting runaway costs, moving data to cold storage where
it’s difficult to access, discarding data they’d rather keep, or an unpleasant mix of “all of the above.” There
is tremendous irony here—to squeeze real-time data analytics into budgets, many enterprises must
discard the majority of their data or move it to cold storage—meaning that it can’t be used for real-time

analytics at all.

A common approach is to have short hot storage retention windows for real-time analytics before data

is moved into cold storage, aggregated, or discarded. A retention window may be just a few days or up to
three months. But this approach quickly breaks down for many use cases. In the case of security, it took
organizations 207 days on average to identify security breaches in 20223—much longer than the typical
retention window. For AdTech use cases, a retention window of three months or less won'’t provide a full
history of user behavior over time. And for Al-driven applications, Al models need large amounts of readily
accessible data for training runs, and shouldn’t be limited to the data in short retention windows. These

are just a few examples where typical data retention windows aren’t long enough.
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Regardless of the use case, determining a retention window is a difficult, even arbitrary decision based

on incomplete information—one that can cause both friction and stress for decision makers and teams.
Imagine a situation where you are about to explore an unknown, potentially dangerous territory, but can
only take half of a first aid kit with you. Which items do you discard? And what happens when you discover,
much too late, that you discarded an item that you desperately need for an emergency? This is exactly the
scenario that many users of observability, security, and other platforms face on a regular basis. And too

often, when they most need data, it is already gone.

Choosing the right platform to manage your data can make
a tremendous difference both to your bottom line and to the
overall success of your business.

To succeed, enterprises must be data-driven. Decision makers and teams need access to all their data,
ideally as quickly as possible, because once it becomes inaccessible, it typically becomes dark data, never
to be analyzed again. And yet to be successful, enterprises must also be cost-efficient, extracting as much
value from their data as possible while streamlining costs. It is a tough balancing act, and choosing the
right platform to manage your data can make a tremendous difference both to your bottom line and to the

overall success of your business.

To help enterprises be data-driven, the next generation of cloud data platforms is maximizing the
strengths—and embracing the limits—of cloud-based object storage to build highly-performant, scalable,
and cost-effective data management and storage solutions. To be successful, these solutions must
decouple storage and compute, provide elastic scaling, and offer SSD-like performance for analytics—all

while using object storage.
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Embracing the Strengths and Pushing the Limits
of Object Storage

Cloud-based object storage provides a flat, inexpensive structure for data that can easily scale out, making
it ideal for storing large volumes of data. This scalability is perfect for data-intensive use cases like logs.
Unlike with block storage, where you need to preallocate storage (and likely pay for overage), with object
storage, you pay as you go. By default, object storage provides cost-effective storage at any scale—one of

the essential criteria for data-driven businesses today.

What about performance? It’s a commonly held (and dated) misconception that object storage isn’t
appropriate for real-time data and that block storage is a better choice. Block storage is typically kept in
asingle location, and transferring data locally is more efficient than transferring it through a distributed
network. But centralized storage solutions only scale vertically, not horizontally, and doing so is expensive.

Block storage isn’t cost-effective or practical for large-scale applications, so it isn't an apt comparison.

The reality is much more nuanced. With the right approach, object storage can provide cost-effective, real-
time analytics at scale for most use cases. To maximize the benefits of object storage, cloud data platforms
must first structure, optimize, and partition data before it's stored. They must also have a query engine
that provides highly-performant query and analytics regardless of scale. Enterprises can build their own
data platforms on top of object storage—and some very large enterprises do—but the risks and challenges
of a DIY approach are high. A cloud data platform can provide tremendous cost savings while allowing

your teams to work on other business-critical features.
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Maximizing Data Ingest and Transformation with
Object Storage

Let’s start by looking at how a high-performance cloud data platform like Hydrolix optimizes object
storage when data is ingested. This includes using decoupled, scalable compute, incorporating parallelism
for highly-performant write operations at scale, and transforming data on the fly so that it’s structured and

optimized for query time.

Modern enterprises typically need to collect data from many sources ranging from customer-facing
applications to backend APIls to CDN services. A cloud data platform must be able to ingest data from all of
these sources efficiently, scaling up for peak usage and down when demand subsides. To do so, these data
platforms use scalable, cloud-based tools like Kubernetes to stream data, typically from platforms like

Apache Kafka or AWS Kinesis.

Decoupled Storage and Compute

Traditional solutions use attached local storage where storage and compute are tightly coupled, an anti-
practice that limits scalability. To ensure scalability and flexibility, cloud data platforms must decouple
storage and compute. Write operations (ingest) should use separate resources from read operations
(query and analytics), so both are independently scalable. Object storage is also separate and scales with
demand. With traditional tightly coupled architectures, the entire system needs to be scaled up or down,
leading to overprovisioning, wasted resources, and extra costs. And typically, you have to preallocate
resources to storage, leading to further waste. Furthermore, these traditional systems often have

challenges that prevent them from scaling for big data use cases.

Parallelizing Write Operations

To maximize object storage, cloud data platforms must use parallelization when writing data to storage.

In the case of Hydrolix, when data arrives in the platform, stream peers ingest, transform, index, and create
Hydrolix partitions in parallel. Stream peers are independently scalable, so you can scale up or down as
needed to handle millions of rows per second. Cloud data platforms will autoscale the number of peers
based on demand, but you should also be able to manually scale—either up for peak events or down when

there is less demand.

Transforming and Preparing Data in Real-Time

When streaming data, there is a short period of time while data is buffered (kept in temporary storage)
before it’s written to object storage. This is not wasted time, but rather a golden opportunity to optimize,
transform, and structure data on the fly. In the case of Hydrolix, all columns are indexed and data is
compressed up to 50x using high-density compression. You can also define how your data should be

shaped, such as standardizing naming conventions, enriching fields with metadata, and even performing
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more complex SQL transformations. So while object storage is unstructured by default, a cloud data
platform can structure and optimize your data for later analysis. Finally, metadata about partitions is

added to a separate catalog database. The catalog is an essential part of making queries highly performant.

Object Storage: Ideal for WORM and OLAP Use Cases

Finally, there is a significant consideration for object storage that makes it less applicable for some

use cases. The CAP theorem stands that a distributed system can have only two of the following three
attributes: consistency, availability, and partition tolerance. Cloud-based object storage is highly available
and has partition tolerance, which means that absolute consistency can’'t be guaranteed. Instead, object
storage is “eventually consistent.” For high-volume transactional data that involves many updates, object
storage isn’t the best solution. That’s because one person might be editing a field while someone else is

accessing it, leading to inconsistency in the data.

Instead, object storage is much more effective for WORM use cases—write once, read many times. This
includes OLAP (online analytical processing), including processing log data, which is a WORM use case.
Whether it’s a record of something a user did, a security log, or a request log, it should be immutable once
it's written to storage. While cloud data platforms like Hydrolix do offer the option to update data, it is

better to update only in controlled scenarios.

OLAP: OLAP, short for online analytical processing, focuses on analyzing incoming
data. This is in contrast to OLTP, an acronym for online transaction processing,

which focuses on using data to make transactions.

WORM: WORM is short for write once, read many. Data is written to the database
once and used many times for analytics. WORM data is immutable, meaning it

shouldn’t be updated.
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Merging Partitions in Object Storage and Handling
Out-of-Order Data

For a high-performance cloud data platform like Hydrolix, the process of optimization does not stop
when data is written to partitions in object storage. Over time, smaller partitions are merged into larger
partitions that use fewer resources. Partitions in Hydrolix’s merge service contain at most sixty seconds of

time series data when they are first written to object storage.

Small Partitions for Recent Data

Hydrolix creates small partitions for the most recent data. This has a direct, positive benefit for real-time
query performance. Smaller partitions allow for more parallelism when making queries, and it is also more
efficient to retrieve data from them. As partitions age, they do not need to be queried as often. Data that is
ayear old does not need to be stored in sixty-second partitions. Instead, it can span a longer period of time.

Merging also allows for greater compression.

Sorting Late-Arriving and Out-of-Order Data
Merging partitions also provides an opportunity to address a major challenge for real-time analytics:
sorting late-arriving data that’s out of order. There are a number of reasons that data might be late-

arriving, including latency in the system and operational failures.

In the first example, sometimes data must be processed in a way that introduces additional latency, which
means that will always arrive late. As an example, imagine a table with two sources. One source arrives in
real time, but the second source needs additional preprocessing before it’s ready to write to storage. Data
from the second source will always arrive late, so a data platform must handle it correctly to avoid issues

with decreased query performance and poor compression.

Latency can also be unplanned. Anything from service interruptions to network bottlenecks to a dead
battery in an loT sensor can cause data to arrive late. Some platforms may simply keep late-arriving data
in separate partitions, but this can lead to decreased query performance and poor compression. And some
platforms can’t handle much late-arriving data at all, resulting in data being discarded. Hydrolix typically
sorts incoming data by event time, not the time data is received, so merging automatically sorts out-of-

order data.
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Real-Time Query Analytics with Object Storage

Block storage has a reputation for fast access and data retrieval, but with a caveat—for optimal
performance, blocks need to be stored close together, such as on local storage. This centralization
makes it more challenging to scale both capacity and performance. The underlying hardware that
powers highly-efficient data retrieval is also expensive. As a result, data is often kept in tiered storage.
“Hot” storage is more expensive but also readily accessible, while “cold” storage is cost-effective but

takes time to rehydrate.

In contrast, object storage is decentralized and endlessly scalable, but you must make an HTTP

request to retrieve data. HTTP requests will always have more latency than retrieving data that’s

stored on local disk. This is where a cloud data platform’s optimizations—both at ingest and query time—
are critical for ensuring query performance. A major advantage of object storage over block storage,
however, is that there is no need for tiered storage. With Hydrolix, you get hot storage performance at

the cost of cold storage.

Let’s take a look at a few architectural considerations for optimal data retrieval from object storage,

including column-based data, partition pruning, parallelism, and predicate pushdown.

Column-Based Datastore

Columnar databases offer superior query performance over row-based databases for analytics, making it
preferred for OLAP use cases. Compared to row-based databases, which need to search entire tables to
aggregate data, column-based databases search only the necessary columns for data aggregation. They
are also ideal for maximizing compression. For this reason, column-based datastores are typical for many

cloud-based platforms, including Hydrolix.

Partition Pruning and Parallelism
In the case of Hydrolix, there is a separate, smaller transactional catalog database that caches basic

information about partitions kept in cloud object storage.

For Hydrolix, which is optimized for time series data such as logs, each partition contains a range of
timestamps. The catalog includes data about the minimum and maximum timestamps of each partition as
well as the specific file path to that partition’s location. When you make a time-filtered query, the query
head identifies which partitions include that time range, then assigns query peers to query the partitions in
parallel. This process, known as partition pruning, narrows the scope of the query before a single request is

made to cloud object storage.
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The next image shows a simplified example of how partition pruning works. Only the partition with

atimestamp range between 9:05 AM and 9:10 AM fits the query time filter, so the other partitions

are pruned.
<
~~{5:00-9:05)
A — —
f.a———u.l ""k\
s w
|9:@5-9:18 ~19:95-9:10 Q
- a (s:05-9:10)
G I""""'\-r === .F‘AJ
—{9:18-9:15)
\.\_\_ /T

If fifty partitions have time stamp ranges that match the time filter, query peers will check those partitions
in parallel. Once again, scaling comes into play. If you need the query to execute as efficiently as possible,
you can scale up query compute (the number of query peers running in parallel). Conversely, if you want to

save on costs, you can scale down query compute.

Predicate Pushdown

To minimize the amount of data transferred in an HTTP request, cloud data platforms can use a technique
called predicate pushdown. Predicate pushdown filters the results of a query as close to a data source

as possible. In the case of Hydrolix, predicate pushdown is one of many reasons that Hydrolix excels at

needle-in-a-haystack queries.

The best way to explain this is through an example. Imagine that only one row in a partition matches the
results of a query. Pulling the entire contents of the partition into memory and then filtering the data to
one row would be extremely inefficient, especially since data retrieval for cloud object storage happens
via HTTP. Instead, it's much more efficient to filter the data as much as possible before the results are
retrieved. Hydrolix uses micro-indexing, a unique process where columns are sparsely indexed. With
micro-indexing, Hydrolix can retrieve individual segments of columns instead of performing full column
scans (like other columnar databases). In addition to being much less compute-intensive, this makes

queries more efficient.

In the case of Hydrolix, a partition consists of three files: manifest.hdx, index.hdx, and data.hdx.
When a query peer opens a partition in object storage, it retrieves the partition’s manifest file, which is
very small compared to the rest of the partition. The manifest in turn provides information about the

location of queried data in both the index and data files.
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The query peer will then retrieve data from the index and data files in parallel. With the help of

micro-indexing, a query peer can efficiently find and return the smallest amount of data possible.

The next image shows how using partial column scans retrieves less data than either full column

or full table scans, which makes Hydrolix queries more efficient.
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To learn more about how Hydrolix maximizes query performance, see Maximizing Query Performance for
100+ Billion Row Data Sets.
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Hydrolix: Built to Power Business Data at Scale

Hydrolix is designed with the future of data in mind. It can process and retain log data at petabyte scale
at a fraction of the cost of other data storage solutions. With Hydrolix, you can build B2B data products
across a wide range of use cases, including observability, adtech, security, and Al—or manage your data

in-house at scale.

Hydrolix incorporates the core principles of modern cloud-native infrastructure and stateless, decoupled

architecture to provide the following benefits:

e Dataingest, storage, and analysis designed for petabyte-scale use cases.
e Hot storage performance at cold storage prices for a wide range of high-volume OLAP
business data use cases.

o High-density compression algorithms that reduce your data footprint—and your

storage costs.

e The ability to keep all your data in your own VPC, allowing you to control your data

while reducing costs.

Visit us at hydrolix.io to learn more about how Hydrolix is powering data at scale.

Or email us at info@hydrolix.io to arrange a demo.


https://hydrolix.io/
http://hydrolix.io
mailto:info%40hydrolix.io?subject=Schedule%20a%20Demo

# hydrolix

Endnotes

1 “Charting Observability 2023 Edge Delta, https://observability.edgedelta.com/
hubfs/Collateral/Charting-Observability-2023.pdf.
Accessed 17 January 2024.

2 Duarte, Fabio. “Amount of Data Created Daily (2024).” Exploding Topics, 13
December 2023, https://explodingtopics.com/blog/data-generated-per-day.
Accessed 17 January 2024.

3 “Cost of adatabreach 2023.” IBM, https://www.ibm.com/reports/data-breach.
Accessed 17 January 2024.


https://hydrolix.io/



